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Our work focuses on the investigation of  two 
programming models for exascale: 
 
•  Message Passing (MP); 
•  Partitioned Global Address Space (PGAS). 
 
The new concepts in Message Passing and PGAS and 
hybrid programming models will be developed as part of  
the EPiGRAM project [1]. The effectiveness of  the new 
concepts developed in the exascale programming models 
will be evaluated by deploying the implementation of  
these new concepts in the two applications: Nek5000 and 
iPIC3D. 
 
Nek5000 is a Computational Fluid Dynamics code based 
on the spectral element method for simulating 
incompressible fluids [2]. The code has been developed at 
Argonne National Laboratory and it is used mainly for the 
simulation of  nuclear reactor cores and to study 
turbulence in fluids. 
 

Introduction 

The communication performance of  the two applications 
has been monitored and analyzed with the Integrated 
Performance Monitoring tool [4]. 
  
To extrapolate the performance of  the communication 
kernel increasing the number of  processes and changing 
interconnection network bandwidth and latency, the 
LogGOPSim simulator for parallel algorithms at large scale 
was used [5]. 
 
All works were done on Lindgren supercomputer at KTH. 
 

Methods 

We tested the communication kernel of  the iPIC3D code 
in two test problems stressing the two main computational 
parts of  the Particle-in-Cell method: 
 
•  the particle mover; 
•  the field solver. 
 
In the “particle-dominated regime” simulation, we used 
1,000 particles per grid cell and the computational cost is 
dominated by solving the equation of  motion for each 
particle. In the second simulation type, called “field solver 
dominated regime” simulation, we used 27 particles per 
cell and the field solver takes longer time to execute. 
 
In the particle dominated regime, the communication is 
only 2% of  the total simulation time, while in the field 
solver regime simulation communication takes 37% of  the 
all simulation time. The communication kernel uses only 
two MPI functions: MPI_Sendrecv_replace() (58% of  the 
total calls in particle dominated regime and 75% in the 
field solver regime) and MPI_Allreduce(). 
MPI_Sendrecv_replace() is used to exchange the ghost 
cell in the field solver, interpolation step and fixed size 
buffer containing exiting particle information. 
MPI_Allreduce() is used to calculate inner products and 
norms of  the residual functions in the linear solvers and 
obtain the number of  particles per domain. 
 
The majority of  MPI_Sendrecv_replace() messages is 
128B (22%), 64B (15%) and 896B (10%) long in the 
particle-dominated regime, while they are 8B (28%), 
64B(22%), 512B (14%) long in the field solver dominated 
regime simulation. These messages are related to the 
exchange of  ghost cells in the field solver and in the 
interpolation step. 
 
LogGOPS simulations show that iPIC3D communication 
kernel depends strongly on the network latency. 
 
On the road to exascale, the first step is the study of  non-
blocking communication in the iPIC3D communication 
kernel. This requires the use of  doubling the number of  
temporary buffers used for MPI_Sendrecv_replace. The 
use of  RDMA with GPI and hybrid approaches 
combining MPI and GPI should be investigated also. 
 

Results (iPIC3D) 

Results (Nek5000) 
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•  to provide a first assessment of  the communication 
kernels of  two application; 

•  to understand if  new concepts in MP and PGAS are 
beneficial in two real-world applications; 

•  to provide a reference performance study of  the 
communication kernels for future comparison with 
new developments in these applications; 

•  to identify the most important development priorities 
for Nek5000 and iPIC3D communication kernels 
towards to exascale. 

 

Goals 

Figure 1. Simulation of  engine with Nek5000. 
 

iPIC3D is a Particle-in-Cell code based on the implicit 
moment algorithm for the simulation of  space plasmas in 
space weather applications [3]. 

Figure 2. Simulation of  magnetic reconnection with 
iPIC3D. 

 

We found that the Nek5000 communication kernel is 
dominated by non-blocking send and receive operations 
and reduction operations. Three different methods to 
perform the Nek5000 gather-scatter communication 
operation were studied: 
 
•  pairwise exchange; 
•  crystal router method; 
•  all reduce approach. 
 
In the different tests, the MPI_Waitall function accounts 
for 50%-70% of  all the MPI function calls. Reduction 
operations are 35% and 30% in the pairwise exchange and 
crystal router method, and 12% in the conjugate gradient 
solver with multigrid preconditioner. 
 
In the conjugate gradient solver, the pairwise exchange 
results to be the fastest communication method for 
gather-scatter. The all reduce approach results to be 
approximately 30 times slower than the other two. 
 
In the realistic test problem with 100 element per MPI 
process and 10th order polynomials in use, message sizes 
are typically between 4B and 64KB. The crystal router 
allowed us to reduce the number of  small sizes message, 
aggregating messages in 16-256KB messages. 
 
Simulations of  the conjugate gradient solver problem with 
pairwise exchange showed that Nek5000 communication 
performance decreases when the network latency 
increases, and it is not affected by changes in bandwidth. 
 
On the road to exascale, the use of  MPI3 sparse 
collectives in the Nek5000 gather-scatter operation might 
be beneficial as these would allow for optimized 
communication scheduling and optimized process-to-
node mapping. Since the strong dependency of  the 
communication kernel on latency, the use of  RDMA with 
GPI in the Nek5000 gather-scatter operation would result 
in improvement of  the performance of  the 
communication kernel. For the absorption of  the noise of  
exascale, the non-blocking collectives should be used. To 
use this effectively overlapping communication and 
computation, the conjugate gradient solver and multigrid 
preconditioner in Nek5000 should be modified to take full 
advantage of  non-blocking collectives. Finally, the use of  
one-sided collectives in Nek5000 should be investigated. 
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