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In this work, we consider the medical concept normalization problem, i.e.,

the problem of mapping a disease mention in free-form text to a concept

in a controlled vocabulary, usually to the standard thesaurus in the Unified

Medical Language System (UMLS). This task is challenging since medical

terminology is very different when coming from health care professionals or

from the general public in the form of social media texts. We approach it as a

sequence learning problem, with recurrent neural networks trained to obtain

semantic representations of one- and multi-word expressions. We develop

end-to-end neural architectures tailored specifically to medical concept

normalization, including bidirectional LSTM and GRU with an attention

mechanism and additional semantic similarity features based on UMLS. Our

evaluation over a standard benchmark shows that our model improves over

a state of the art baseline for classification based on CNNs. This work is an

abridged version of our recent paper accepted to the Journal of biomedical

informatics.
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1 INTRODUCTION
User-generated texts (UGT) on social media present a wide variety

of facts, experiences, and opinions on numerous topics, and this trea-

sure trove of information is currently severely underexplored. We

consider the problem of discovering medical concepts in UGTs with

the ultimate goal of mining new symptoms, adverse drug effects,

and other information about a disease or a drug. An important part

of this problem is to translate a text from “social media language”

(e.g., “can’t fall asleep all night” or “head spinning a little”) to “formal

medical language” (e.g., “insomnia” and “dizziness” respectively).

This is necessary to match user-generated descriptions with medical

concepts, but it is more than just a simple matching of UGTs against

a vocabulary. We call the task of mapping the language of UGTs to

medical terminology medical concept normalization. It is especially
difficult since UGTs on social media patients discuss different con-

cepts of illness and a wide array of drug reactions. Moreover, UGTs

from social networks are very noisy, containing misspelled words,

incorrect grammar, hashtags, abbreviations, smileys, different varia-

tions of the same word, and so on.
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In this work, we explore state of the art RNN architectures with an

attention mechanism and special provisions for domain knowledge.

2 METHODS
We explore bidirectional Long Short-Term Memory (LSTM) units

and Gated Recurrent Units (GRU) with an attention mechanism

on top of the embedding layer, with hyperbolic tangent (tanh) ac-

tivations. The output from the RNN layer is concatenated with a

number of semantic similarity features based on prior knowledge.

Lastly, we add a softmax layer to convert values to conditional prob-

abilities. We adopted the HealthVec embeddings trained on 2,5M

health-related reviews.

2.1 Semantic Similarity Features
We have extracted a set of features to enhance the representation

of phrases. These features contain cosine similarities between the

vectors of an input phrase and a concept in a medical terminology

dictionary. The dictionary includes medical codes and synonyms

from the UMLS Metathesaurus (version 2017 AA), where codes are

presented in the CADEC corpus. We have applied the TF-IDF (max)

strategy: represent a medical code as a set of terms; for each term,

compute the cosine distance between its TF-IDF representation and

the entity mention and then select the largest similarity.

3 EVALUATION
We have conducted our experiments on a collection of 1,250 user

reviews (UGTs) obtained from the CADEC corpus. There were 6,754

entities and 1,029 unique codes in total. Attention-based GRU with

prior knowledge achieved the accuracy of 70.05%, while the baseline

GRU and LSTM achieved 63.05% and 64.51% accuracy, respectively.

The attention mechanism and additional features indeed lead to

quality improvements for both GRU and LSTM.

4 CONCLUSION
In this work, we have applied deep neural networks, in particular re-

current architectures based on LSTM and GRU units with attention,

to the medical concept normalization problem for user-generated

texts expressed in the free-form language of social networks. We

have obtained very promising results, both quantitatively and quali-

tatively. As another contribution, we have added similarity features

to the network and shown that this addition does further improve

performance. We outline three directions for future work. First,

novel recurrent architectures still look promising, and we believe

there is still much to be explored there. Second, a promising re-

search direction is to try and integrate linguistic knowledge into

the models. Finally, a third direction of further research might focus

on developing extrinsic test sets for concept normalization, a task

that is sorely lacking now.
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