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ABSTRACT
Linked Data has gained significant momentum over the last
years. It is now used at industrial scale in many sectors
in which an increasingly large amount of rapidly chang-
ing data needs to be processed. HOBBIT is an ambitious
project that aims to push the development of Big Linked
Data (BLD) processing solutions by providing a family of
industry-relevant benchmarks for the BLD value chain through
a generic evaluation platform. In HOBBIT, we aim to make
open deterministic benchmarks available to test the perfor-
mance of existing systems and push the development of in-
novative industry-relevant solutions.
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1. INTRODUCTION
Big Data is one of the key assets of the future. How-

ever, the cost and effort required for introducing Big Data
technologies in a value chain is significant. Mastering the
creation of value from Big Data will enhance European com-
petitiveness, will result in economic growth and jobs and will
deliver societal benefit. It is thus of utmost importance to
reduce the costs and hurdles required to introduce Big Data
processing into the European industry.
A key step towards abolishing the barriers to the adop-

tion and deployment of Big Data is to provide European
companies with open benchmarking reports that allow them
to assess the fitness of existing solutions for their purposes.
However, achieving this goal demands among others the de-
ployment of benchmarks on data that reflects reality within
realistic settings.
Addressing these tasks for all possible instantiations of

the Big Data Value Chain would be a Herculean task. The
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HOBBIT1 project has the potential to facilitate the develop-
ment of innovative approaches and to tackle the challenges
which come with processing BLD in several ways.
Over the last years, Linked Data has migrated from an

academic concept to an industry-ready approach for data
management. Content providers (e.g., Yahoo!, Wolters-Klu-
wers), car manufacturers (e.g., Mercedes, BMW, Renault),
transport authorities (e.g., the UK, Gent and Madrid Trans-
port Authorities), city authorities (e.g., Dublin, Madrid)
and many more now use Linked Data in their everyday busi-
ness. Moreover, many organisations are developing means
to make use of the advantages of Linked Data in domains
with Big Data requirements as diverse as the manufacturing
industry (e.g., Heidelberg Druckmaschinen), media (BBC,
Press Association, Google, Yahoo!), the health sector (May-
oClinic, Siemens), chemicalplants (Bayer) and Smart Homes
(AGT).
Some of the main objectives of HOBBIT are to:

• Define benchmarks for domains of industrial relevance
in Europe that make use of BLD. In the process, HOB-
BIT will circumvent the hurdle of making real indus-
trial data public by deploying mimicking algorithms.
These will allow configuring synthetic data generators
so as to compute data streams and data dumps that
display the same characteristics as industry data while
being fully open and available for evaluation without
restrictions.

• Determine industry-relevant performance indicators
(KPIs) for processing BLD by collaborating with stake-
holders from relevant industry sectors as well as H2020
European and National Big Data projects.

• Create an open task-driven benchmarking platform to
evaluate the performance of BLD processing systems
on standardized hardware and provide yearly evalua-
tion campaigns. The platform will support the genera-
tion of open, human- and machine-readable reports on
the evaluation campaign results. The published data
will include all experiment metadata as well as fine-
grained results for the different KPIs, overall results
for tools and the correlation between the tool results
and the KPIs.

HOBBIT is designed to host benchmarks of a complexity
1http://project-hobbit.eu/



that will vary between that of particular tasks or subtasks of
the BLD lifecycle and supporting several steps of the BLD.
Data is a, if not the, key asset of modern data-driven

companies. Hence, companies are reluctant to make rele-
vant internal data available for competitions as this could
reduce the competitiveness of these companies significantly.
In particular, the mimicking algorithms that will be an inte-
gral part of the HOBBIT benchmarking platform will com-
pute and reproduce variables that characterize the structure
of company-data (e.g., for sensor data: number of events/-
second, type distribution for values such as Gaussian and
Poisson, mean and standard deviation; graph data: distribu-
tion of branching factor, number of edges per node, growth
in nodes/second and edges/second; for textual data: number
of entities/document, average size of documents, number of
documents/second, etc.) can be used for a large number of
other applications including simulation (e.g., of computing
centres), education and research (e.g., evaluations of univer-
sity papers, practical work for students), novel large-scale
visualization paradigms (e.g., for data flows).
Some efforts have already been undertaken to benchmark

particular steps of the BLD Processing chain. Still, there are
limitations that HOBBIT will try to overcome. We present
them below.

• Usability: Current benchmarks are most commonly
difficult to use as they rely on their own data format
or on benchmark-specific interfaces. Benchmarking
frameworks have to be set up locally - a task which
has to be carried out again and again by every de-
veloper. In HOBBIT we address this drawback by
providing an integrated benchmarking platform with
standardized interfaces which eliminates the need for
installation.

• Comparability of results: While benchmarks pro-
vide a description of the key KPIs that can be mea-
sured with their use, they most commonly do not pro-
vide a reference implementation of these KPIs. This
leads to benchmarking results being partly incompa-
rable due to different possible error handling (division
by 0, dealing with null values, etc.). HOBBIT will pro-
vide reference implementations of KPIs to ensure that
the benchmarking results of the different platforms are
fully comparable. The reference implementations will
be modular and thus reusable.

• Specificity: All existing BLD benchmarks are de-
signed towards benchmarking single BLD lifecycle steps
with mostly predefined datasets or generators for datasets
of a given domain. In addition, most of the existing
benchmarks do not offer a dataset with the size needed
to benchmark Big Data applications. HOBBIT will
include generators from at least 5 different domains.
Moreover, all HOBBIT benchmarks will be modular
and thus allow for the data generators to be easily ex-
changed or extended.

In this paper, we introduce two of HOBBIT’s benchmarks
(Linking and Archiving/Versioning).

2. LINKING
Current benchmarks assume that the linking of RDF data

can be carried out at two different levels. The first level is

Benchmark VOL Supported Test Cases ML
VAL STR SEM

ARS (2009)[3] 1M
√ √

VLCR (2009)[3] 2M
√ √ √

DI (2010)[4] 6K
√ √

DI (2011)[5] N/A
√ √

Table 1: Real IM Benchmarks

Benchmark VOL Supported Test Cases ML
VAL STR SEM

IIMB (2009)[3] 2K
√ √

ltd
IIMB (2010)[4] 14K

√ √
ltd

PR (2010)[4] 9K
√ √

ONTOBI (2010)[9] 14K
√ √

ltd
√

IIMB (2011)[5] 4K
√ √

ltd
Sandbox (2012)[1] 4K

√

IIMB (2012)[1] N/A
√ √

ltd
RDFT (2013)[2] 4K

√ √ √

SPIMBENCH (2014)[8]
√ √ √ √ √

Table 2: Synthetic IM Benchmarks

the Instance Matching (IM), i.e., the identification of dif-
ferent URIs of different semantic web datasets describing
the same real world entity. The second level is the Ontol-
ogy Matching, i.e., the identification of classes or properties
describing the same structure. Since ontologies are much
smaller and not affected by Big Data, we focus on the bench-
marking of Instance Matching tasks. For benchmarking IM
systems, there are three different test cases. First, the value-
based test case contains two descriptions of the same entity
with slightly different values, e.g., different date formats. A
special case of such a test case is the description of the same
entity in two different languages (multilinguality). Second,
the structure-based test cases use structural different repre-
sentations of the same entity, e.g., different nesting levels for
properties. Third, the semantics-aware test case is primarily
used to examine whether the matching systems take OWL
axioms, e.g., class and property hierarchies, into considera-
tion to discover matches between instances that can be found
only when considering schema information. Table 1 contains
benchmarks comprising real world data (VOL - dataset size,
VAL - value-based test cases, STR - structure-based test
cases, SEM - semantics-aware test cases, ML - multilingual-
ity). Most of the IM benchmarks are based on synthetic
data. An overview of synthetic benchmarks is provided in
Table 2. The most recent benchmark SPIMBENCH[8] de-
veloped in the context of the FP7 LDBC2 project already
offers major features. It supports all test cases and already
contains a Data Generator that is able to create a stream
of data. Additionally, it uses a weighted F1-score that gives
higher weight to test cases that are more difficult. The main
disadvantage of SPIMBENCH is that the data generator is
only able to create one single, static type of test data that
cannot be adapted to a special use case. In HOBBIT, we will
build upon the SPIMBENCH generator to create data from
all domains of interest for the project. Moreover, we will go
beyond all existing benchmarks by providing relations other
than owl:sameAs including links between concurrent, prede-
cessor and subsequent events as well as cause and effects of
events.

3. ARCHIVING/VERSIONING
2http://ldbcouncil.org/



The evolution of Linked Data datasets and the manage-
ment of their links would often require storing different ver-
sions of the same dataset, so that interlinked datasets can
refer to older versions of an evolving dataset and upgrade
at their own pace, if at all. Supporting the functional-
ity of accessing and querying past versions of an evolving
dataset is the main challenge for archiving/versioning sys-
tems. The obvious solution to the problem is to store all
versions, but this can quickly become infeasible, especially
in settings where the dataset is too large and/or changes are
too frequent, as is the case in the Web of data. To avoid
this, several works have proposed the use of deltas, which
essentially allow the on-the-fly generation of versions. Even
though this approach generally reduces space requirements,
it causes an overhead at query time. Hybrid solutions are
also possible.
To the best of our knowledge, only two versioning bench-

marks have been proposed. Fernandez et al. [6] have pro-
posed a blueprint on benchmarking semantic web archiv-
ing systems by defining a set of operators that cover cru-
cial aspects of querying and archiving semantic web data.
Meimaris and Papastefanatos have proposed the EvoGen
Benchmark Suite [7], a generator for synthetic evolving RDF
data, used for benchmarking versioning and change detec-
tion approaches. Those benchmarks need more research in
order to address the existing gaps and thus, HOBBIT will
propose benchmarks to test both space and time perfor-
mance for versioning systems.
The objective of HOBBIT’s versioning benchmark is to

propose a synthetic and scalable benchmark based on LDBC’s
SPB 2.0 benchmark to test the ability of systems to store
and query different versions of an evolving dataset. This
task comprises of the following subtasks:

• A data generator and an interactive-analytical query
driver would take as input a dataset, and produce a
set of versions for the input dataset, based on the
study of LDBC’s SPB 2.0 base and advanced query
workloads; versions will be obtained by executing the
update workload (i.e., SPARQL queries) on the ini-
tial datasets considered but will not be limited to in-
sert/delete statements. The query workload will in-
clude queries that span across multiple versions of a
dataset; such queries, known also as cross-snapshot
queries are mostly relevant for curators who want to
analyze the evolution of an entity over time.

• Different test cases will be produced to test the per-
formance of RDF engines that support versioning; the
performance of those systems will be evaluated on the
basis of standard query processing measures;
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